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Abstract

In this paperwe presensequentiapoint trees,a datastructurethat
allows adaptve renderingof point cloudscompletelyonthegraph-
ics processar Sequentialpoint treesare basedon a hierarchical
point representationhut the hierarchicalrenderingtraversalis re-

placedby sequentialprocessingon the graphicsprocessarwhile

the CPU is available for othertasks. Smoothtransitionto trian-

glerenderingfor optimizedperformancés integrated.We describe
optimizationsfor backfceculling andtexture adaptve pointselec-
tion. Finally, we discussmplementatiorissuesandshaw results.

CR Categories: 1.3.1 [Computer Graphics]: Hardware
Architecture—Graphicsprocessorsl.3.3 [Computer Graphics]:
Picture/ImageGeneration—Displayalgorithms 1.3.6 [Computer
Graphics]: Methodology and Techniques—Graphicdata struc-
turesanddatatypes
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1 Introduction

In recentyears,it hasbeenshavn that point basedrenderingis a
very efcient meansfor the renderingof complex geometry The
ideais basedntheobsenrationthatin increasinglycomplex scenes
trianglesbecomesmallerthan a single pixel. In this case,trian-
gle basedscan-linerenderingwastegtime in super uoussub-pixel
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computation.Level-of-detailmethodqLuebke et al. 2002] exploit

thisby removing suchinvisible geometrydetail. With trianglemesh
reduction(e.g.[Hoppe1996;Klein etal. 1996;Hoppel997])such
unnecessarilgmall trianglescanbe meigedto larger ones,but at

the expenseof signi cant pre-computatioriimes, large CPU load

for on-the- y retriangulationspr poppingartifactsof discretede-
tail levels. Impostorg[Schau erandStiirzlinger1996] alsoreduce
geometry but suffer from similar problems. Most of theselevel-

of-detailapproachesequiresigni cant CPU computatiorandthus
leave the enormousprocessingpower of contemporarygraphics
boardsunused.

Point representationsompletelylack topologicalinformation,
sothedegreeof detailcanbe adapteckasilyand uently by adding
or removing single points. On the downside, more effort is nec-
essaryto properly selectandrenderthe points suchthat holesare
avoided.Also thewaythepointsarerenderecasastrongin uence
onimagequality. Softwarerenderingmethodssuchas|P ster etal.
2000]allow for sophisticatedtering andhole lling. Muchhigher
throughputis achieved with renderingthe pointsby the Graphics
ProcessindgJnit (GPU),but thenmoreeffort hasto be spenton the
point selectionand blendingin orderto achieve imagesof good
quality [Renetal. 2002].

In this paperwe focuson pointrenderingby the GPU. Our goal
is to of oad asmuchwork as possibleto the graphicsprocessar
ideally boththeselectiorof the detaillevel andthe pointrendering.
The methodshouldexploit the capabilitiesof the GPU, andleave
the CPU availablefor non-renderingourposeswhich is important
for interactve applicationdik e games.

Our work is basedon recent work such as the Q-Splat
[Rusinkievicz and Levoy 2000; Rusinkievicz and Levoy 2001]
or POP[Chen and Nguyen 2001], but the hierarchicalrendering
traversalis transformedo a sequentiaprocess.We rearrangehe
nodesof a hierarchicalpoint treeto a sequentialist, suchthatall
points that are typically selectedduring a hierarchicalrendering
traversalaredenselyclusteredn thelist. Thiscanbeseenin Fig. 1,
wherethe Buddhamodelis renderedwith increasingviewing dis-
tance.Thebarbelow the Buddhavisualizeshe sequentiapointlist
andtherenderedointsin red. The selectedointsawaysform a
clusterof decreasingize.

For every view, we cancomputeboundson this point clusterin
softwareandthenprocesshe sggmentsequentiallyby the GPU at
maximalefciency. The GPU doesfurther ne granularityculling
andrendersthe remainingpoints. The CPU load is very low, the



mainprocesonly hasto computethe segmentboundariesthereal
selectionof the pointsto be rendereds donecompletelyby the
GPU.Overheadarisesdueto the pointswhich have to be culledby
the GPU, but in our examplesthis fractionis in the rangeof only
10 to 40%. We thusachieve ratesof about60 million effectively
renderedpoints per secondon a Radeond700with very low CPU
load.

2 Previous Work

Thegoalof a pointbasedenderingalgorithmsfor complex scenes
is to quickly generatea point sample set which is just dense
enoughto not exhibit holeswhenbeingrendered.In the Q-Splat
[Rusinkievicz andLevoy 2000],aboundingspheréhierarcly is tra-
versedduringrendering.Every traversednodeis projectednto the
image.Nodeswith smallenoughmagesizearerenderecisasplat
of constantradiusand further traversalof the subtreeis skipped.
In [Rusinkiewicz and Levoy 2001], the Q-Splatdatastructureis
usedfor streamingobjectsover networks. The generatedboint
streamis a sequentialversionof the Q-Splattree, but the render
ing proceduras hierarchicalanddoneon the CPU, sono graphics
hardware acceleratioris possible. [Cohenet al. 2001; Chenand
Nguyen 2001] presenthierarchicalapproacheshat smoothlyre-
placethe point cloudsby the original trianglesfor closeups. In
[CoconuandHege 2002]the pointsof anobjectaresortedbackto
front by the CPUandthenrenderedy the GPUwithout depthtest,
but with blending. A completelysoftware-basegboint rendereris
presentedn [Botschetal. 2002], which achiezes14 million points
with awell optimizedrenderingmethod.

Wandetal. [Wandet al. 2001]alsodo a hierarcly traversal,but
the leaf nodescontainarraysof randompoint sampleswhich are
rendereddy the GPU very ef ciently. Similarly, [Stammingerand
Drettakis 2001; Deusseret al. 2002] pre-computerandompoint
setson plant objectsand sequentiallyrendera list pre x of vari-
ablelength. Thetwo previousapproacheallow very fastrendering
of highly irregular objectslik e plants,but dueto the usedrandom
samplingthey arelesssuitedfor connectedsmoothsurfaces.

In [Ren et al. 2002] a point splatting algorithmon the GPU is
describedwhereasthe focus of this paperis the point selection
on the GPU. In [Pauly et al. 2002] methodsare comparedor the
computationof point cloudsof varying level of detail. Oncecom-
puted,eachof thesediscretedetail levels canbe displayedby the
GPUwith maximumef ciency, but they are proneto the discrete
level-of-detail renderingproblemslike poppingartifactsand high
memoryconsumption.

3 Sequential Point Trees

Sequentiapoint treesarealsobasedon a point treehierarcly. We

rst describeour pointtreehierarcly andits hierarchicakendering
traversal,in orderto de ne notationandto explain someextensions.
After that,we canintroducethe sequentiapoint treedatastructure
andits efcient renderingby the graphicsprocessarWe thenadd
extensionghathelpto improve performancevenfurther

Notethatour scenesresetsof objects.For eachof the objects,

a sequentiaboint tree as describedn the following is generated.

With instancingthe samepoint tree can be renderedat different
locations. This simple scenestructurere ects the necessitieof
typical interactie applicationdike games. For eachobjectwe do
frustumculling. Thegoalis to rendereachvisible objectat a level
of detailwhichis anoptimalbalancefor the currentpoint of view.

3.1 Point Tree Hierarchy

Every nodein our point tree hierarcly represents part of the ob-
ject. It storesacentempointp andanaveragenormaln. For now, we
considerobjectsof uniform color, extensionsfor coloredandtex-
turedpoint cloudsarethendescribedn a separatsection.Further
more,every nodestoresadiameterd of aboundingspherearoundp
for therepresentedbjectpart. An innernodein the hierarcly rep-
resentghe unionof all its children,sothe diametemonotonically
increasesvhengoing up the hierarcly. The leaf pointsshouldbe
uniformly distributed over the object,sothattheleaves' diameters
areroughlyequal.

We bagin with a setof uniformly distributed point sampleson
theobject,which areinsertedinto anoctree.The octreerepresents
the point hierarcly. Positionandnormalvaluesof the childrenare
averagedto obtainthe valuesfor the inner nodes. The diameter
computationis moreinvolved. We usea simple modi cation of
Welzl's algorithm[Welzl 1991]to approximatea boundingdisk for
the child disks. In Pauly et al. [Pauly et al. 2002], more sophisti-
catedmethoddor pointcloudreductionhave beenexamined partly
alsohierarchicalthatcouldbe usedto generatéetterpoint hierar
chies.

3.2 Perpendicular Error

Every nodein thehierarcly canbeapproximatedy a disk with the
samecenter normal, and diameterasthe node. The error of this
approximationis describedby two values,the perpendiculaerror
ep andthetangentiakrrore;.

Theperpendiculaerrorep is theminimumdistancebetweertwo
planesparallel to the disk that enclosesall child disks, and thus
measurevariance(seeFig. 2, left). Usingthe notationof Fig. 2
(right), ep canbe computedas

Figure 2: As perpendicularerror for a disk we usethe distance
betweerthetwo planesparallelto thedisk enclosingall children

ep = max((p, pzl n)+dg minf((p; p) n) dg

with d=r 1 (n n)?

During rendering,the perpendiculaerror projectsinto the im-
age resultingin animageerror&p. &, is proportionatto the sineof
the view vectorv andthedisk normaln, andit decreasewith 1=r
andr = jvj: & = epsin(a)=r anda = §(v;n). &, captureghefact
thaterrorsalongthesilhouettearelessacceptable.

3.3 Tangential Error

In contrast,g looks at the projectionsof the child disks onto the
parentdisk as shavn in Fig. 3. e measuresvhetherthe parent
disk covers an unnecessarjarge area,resultingin typical errors
at surfaceedges.We measurehis by tting a numberof slabsof
varying orientationaroundthe projectedchild disks. g is thenthe
diameteiof thediskminusthewidth of thetightestslab Negative e
areclampedo zero.g, is projecttoimagespaceasé, = e coga)=r.



Figure 3: The tangentialerror measuredow well a parentdisk
approximateshe children's disksin thetangentplane

3.4 Geometric Error

Perpendiculaandtangentiakrrorcanbecombinedo asinglegeo-
metric error gy = max,fepsina + g cosag = (e + ). The
image spacecounterpartéy dependson r, but no longeron the
view angle: & = eg=r. This simpli cation is fasterto compute,
but alsolessadaptve. The maximalerrorey hasthe node’s bound-
ing spheres diameterd asupperbound. Whensettingeg to d we
getthe Q-SplatrepresentationNote thatour error measureanbe
usedboth for closedsurfacesandfor unstructuredgeometry like
trees.

3.5 Recursive Rendering

An objectis renderedn a depthtraversalof the point hierarcly.
For every node,the imageerror & is computed. This is either &y
(uni ed errormode)or €, + & (split errormode). If &is above an
acceptablerrorthresholde andthe nodeis notaleaf, the children
aretraversedrecursvely. Otherwise a splatof imagesized = d=r
is dravn, whichis thenodes diametey projectedontotheimage.

e is a userde ned accuray parameter If e equalsone pixel,
all detail of sub-piel sizeis hidden. By selectinge > 1 pixel, the
frame-ratecanbeincreasedaontinuouslyattheexpenseof reduced
quality.

Notethatthis pointtreerepresentatioadaptpointdensitiesot
only to view distancer but alsoto local surfaceproperties.Large,

at regionsexhibit small ey andarethusrenderedoy large splats,
whereasmallsplatsareselectedn geometricallyor visually com-
plex areas. The effect can be seenin Fig. 1, wherethe different
hierarcly levelsarevisualizedin differentcolors.

3.6 Sequentialization

Theabove renderingprocedurds recursve, andthusnot suitedfor
fastvertex array-basedequentiaprocessingy the GPU. In this
sectionwe describenow we canrearrangehetreedatato alist and
replacetherecursve renderingorocedurdoy a sequentialoop over
thelist. We alsoshov how by optimizedarrangemenall selected
list entriesaredenselyclusteredn a segmentof thelist, which can
beefciently processed.

We usethesimpli ed errormeasurey andreplacet by asimilar,
but for our purposesmoreintuitive measure We assumehat e is
constanto make the formulationclearer Therecursve testchecks
whetheréy = eg=r < e. Soinsteadof g5 we canstorea minimum
distancer ,;, = €g=¢e with the node,simplifying the recursie test
tor>r_ ..

With this simplerecuisive testentire sub-treexanbe skipped.
However, whenthe tree nodesare processedequentiallywithout
hierarcly information,we needa non-recuisivetestthat alsotests
for every singlepoint whetherthe currentpoint and noneof its an-
cestos is selected.To this end,we addanr nhax-parameteto every
nodeanduser 2 [r...:'max @snon-recursie test. Intuitively, we
testwith theupperboundwhethertheview distancds solargethat

n

oneof theancestorwvill beselectedor renderingther max testthus
replacegherecursve skip.

A rst attempftfor theselectiornof rmaxis to user ;. of thedirect
parentorin nity for therootnode.Sowhengoingupthehierarcly
theintervalsdon't overlapandnot bothanodeandits childrenare
selected Exampleswith a simpletreeandthe nodefronts selected
by differentvaluesfor r areshavn in thetop row of Fig. 4.

Theabove approactworkswhenr is constanfor theentiretree.
Butif werecompute for all nodesijt canhapperfor anodethatr is
justbelav r, ..., butdueto thedifferentr for thechildrenalsoabore
somechildren’srmax, resultingin holesin therendering We canac-
countfor this by addinganinterval overlapasbig asthe point dis-
tance.This overlapensureghatno holesappearbut it alsomeans
thatfor somenodesboth, the nodeandsomeof its childrenarese-
lected. This resultsin overdrav andslightly reducedoerformance,
but we did not experiencevisible artifactsfrom it.

3.7 Rearrang ement

After transformingthe recursve testto a simple distanceinterval
test,we storethe point treenodesasa non-hierarchicalist, which
is processedequentially At this step,the [r ;. rmax-testallows
for a very efcient optimization: by sortingthe list for rpax, we
caneasilyrestrictcomputatiorto a pre x of thelist. Considerthe
bottomrow of Fig. 4. The leftmostcolumnshaws a simple point
tree (top) andits sequentiatounterpartsortedfor ryax (bottom).
In the bottomrow, onecanseethelist pointsselectedy a certain
r. Forr = 8, only the rst four pointscancontritute, becausdor
all laterpointsrmpax < r. For smallerr, this boundarymovesto the
right.

However, for nite objectsr is notconstantTheeffectis shavn
in Fig. 5. For constant (left column),r de nesafrontin the point
tree. In the sequentialpoint treelist, this front cutsthe list into
two halwves. If r varies,theresultingvertex front is enclosedy the
vertex frontsde ned by minf rg andmax rg. In thelist, thisresults
in afuzzy zone wherepointsarepartially selected.

Thusthe algorithmis asfollows. First, a lower boundonr is
computedirom a boundingvolume of the object. We thensearch
the rst list entry with rax - minfrg by a binary search. The
beginningof thelist upto thisentryis passedo the GPU.For every
point,the GPUcomputes anddoesthe[r,..;'max testin avertex

program. Pointsthat passthe testarerenderedusing splatsize d,
which is alsocomputedby the vertex program;pointsthatfail the
testareculled by moving themto in nity . The correspondinger
tex programis very simple,the culling andpoint sizecomputation
is donein afew commands.

With this simple approachwe efciently combinecoarseand
ne granularityculling. The CPUdoesa rst efcient pre-culling
for rmax by selectingi andthenpasseghe entire segment|[0;i] to
the GPU (coarsegranularity). The GPU processethe sgmentse-
quentiallyatmaximumef ciency andalsodoesthe ne granularity
culling. The percentagef pointsculled by the GPU dependn
thevariationof r over the object. In typical exampleshis fraction
is 10%to 40%.

It is alsopossibleto computea left internval bound,which guar
anteeghatfor all pointson its left the testfails because < r ...
Becausehe list is not sortedby r ., this boundis lesseffective.
Thebene tis small,because¢he numberof innernodesn atreeof
averagebranchingfactor4 is smallrelative to the children.Experi-
mentscon rmed this.

The rearrangemenallows using the view direction dependent
culling consideringesp ande, separatelySinceg, is anupperbound
for &+ &, weonly havetoreplacethelr, ...: 'max testin thevertex
programby the computationallymore expensve view dependent
test, thus culling more pointsduring ne granularityculling. By
this, thefragmentstageis relieved at the expenseof morework for
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Figure5: For constantview distancer, the vertex front cutsthe
sequentiapointtreeexactly (left). If r varies thebordergetsfuzzy

(right).

thevertex stage Thebene tdepend®ntherelative load,butin our
teststherewasno signi cant advantage.

Unfortunately sequentiapoint treesallow no hierarchicalvis-
ibility frustum culling within an object. Visibility culling creates
unpredictablgooint frontswhich cannotbe considerediuring sort-

ing.

3.8 Hybrid Rendering

Sequentiapointtreescanbeextendedo hybrid point-polygonren-
deringin the spirit of [ChenandNguyen2001;Cohenetal. 2001],
whereobjectpartsarerenderedy polygonswhenthisis thefaster
option. Renderinga triangleis probablythe bestsolutionaslong
asits longestside s hasan imagesize above our error threshold:
st e, wherer is the viewing distance. In this case,we need
at leasttwo splatsto renderthe triangle, and no speedgain can
be expected. Thus, we can computean rmax value for triangles:
rmax= S=e. If werenderall triangleswhich arecloserto theviewer
thantheirrmax, we canremove from thepointlist all pointswith an
I'max Smallerthantheryax of the original triangle.

Thegoalis to alsodothetriangleselectioronthe GPU.Wethus
sortall trianglesfor decreasingmax values.At renderingtime, for
every objectanupperboundonr is computedand,analogouslyto
the pointlist, the beginning of thetrianglelist with rmax> maxrg
is passedo the GPU. A vertex programevaluatesthe condition
r < rmax for every vertex andputstheresultinto the a-valueof the
vertex. Culling is thendoneby an a-test. By this, triangleswith

I'max] for every node.(right) Sametreecutsasabove, now assequentiapointtrees.Thebarsbelov

differently classi ed verticesarerenderedpartially. Sincethisis a
bordercase the correspondingpointsarealsorenderedandresult-
ing holesareautomaticallylled. Notethatby resortingthe trian-
glelist, trianglestripsaretorn apartor triangleordersoptimizedfor
vertex cachehits getlost. A hybrid renderingexampleis shavn in
Fig. 6.

4

Figure6: Left: with hybrid renderingsmall trianglesarereplaced
by points(red). Right: hybrid renderingwith normallighting.

3.9 Color, Texture, and Material

Sequentiapoint treescanalso containcolor. Every leaf point of
the point hierarcly describegartof anobject,soan averagecolor
canbe assigned.If the objectis textured, the texture color is also
averagedandincludedin the point color. For inner nodesin the
hierarcly thecolor of the childrenis averaged.

With the color averagingwe have to reconsideour error mea-
sure.In at regionswe have smallgeometricerror, but by render
ing large splatsthe color andtexture detailis washedbut. To avoid
this, we increasehe point's errorto the point's diameteywhenthe
color variessigni cantly. This enforcessmall splatsandthe blur-
ring is reducedto the error thresholde. With this measurepoint
densitiesadaptto texturedetail,thusgeometryis createdo capture
color detail (seeFig. 7).

Theaveragingcorrespondo anobjectspaceltering operation.
Sincedueto the above error criterion splatswith texture detail all
have roughly imagesize e, this averagingoperationimplicitly is
similar to imagespacetexture lItering. The Itering quality is not
asgoodassophisticatedEWA texture Itering, but aliasingis well
reduced.
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Figure7: By includingcolorinto theerrormeasurepointdensities
adaptto texture detail. Left: uniform small point sizeto visualize
pointdensitiesright: correctpoint sizes.

3.10 Normal Clustering

Renderingperformancecanbe optimizedby normalclustering,in
the spirit of [ZhangandIll 1997]. We use128normalclustersob-
tainedfrom recursve subdvision of anoctahedronThe sequential
pointtreelist is splitinto anarrayof pointlists with equalquantized
normal. We canthenachiese back-faceculling by not processing
lists with normalspointing away from the camera.On the down-
side,thelists have to be processedeparatelyleadingto increased
CPUloadandsmallerpointliststo beprocessetty the GPU.How-
ever, the bene t of a point numberreductionof almost50% well
compensatefor this.

4 Implementation and Results

Whenimplementingsequentiapoint trees,we experimentedvith
variouspointrenderingnethodsanddifferentgraphicsboardspoth
underOpenGLandDirectX. Vertex programsor vertex shadersare
usedto do the sequentiaprocessing.To achiere optimal through-
put,it turnedoutthatit is extremelyimportantto useall possibleop-
timizations,in particularvertex rangesor vertex buffers. The GPUs
or driversare alsovery sensitve to optionslike point shape ver
tex datainterlacing,etc.,soexperimentsverenecessaryo achieze
optimalthroughput.

With simplerenderingof hardwareaccelerateghoint primitives,
maximal point ratescanbe achieved. Renderingthe pointsasel-
lipsoids with gaussiansplatsis more involved. First, for blend-
ing the fuzzy splatstwo passrendering[Zwicker et al. 2001; Ren
etal. 2002] or point sortingis necessaryCoconuandHege 2002]
to avoid the orderdependenglphablendingproblems.Even with
two-passrendering,for blendingthe Gaussiarsplatscorrectly a
pixel-wiserenormalizatiofZwickeretal. 2001]or renderindarger
splatsto obtainalphasaturatiofCoconuandHege2002]is needed.
In the following sectionwe describea simple extensionthat could
circumwentbothproblemsin only onerenderingpass.

For the optimizationof sequentialpoint treesfor textured ob-
jectswe alsotried to rendertextured splatsusing programmable
pixel shaderdardware. Our experimentgailed dueto driverinsuf-

ciencies. As an alternatve, we implementedooint renderingby
texturedtriangles. However, this increaseshe numberof vertices
by afactorof three.Togethewith thenecessarywo-passendering
anda nal renormalizatiorthe pointratedropssigni cantly.

In Fig. 8, we shav a complec test scenewith variousmodels
from previous SIGGRAPHpublications.The scenes renderecn
anATI Radeor@700with DirectX usingsequentiapoint treesfor
thestatuesandthetrees.Theground,sky andothermodelsareren-
deredastriangles.For the point basedbjects,ourimplementation
sends77million pointspersecondo theGPU,whichrendersaabout
50 million points per secondafter culling. We uselittle opaque
squaredor rendering.All objectsaretextured,wherethetextures
containsurfacecolorsandlight mapinformation. The texturesand
geometrydatais storedin the memoryof the graphicscard. The

frameratesarein the rangeof 36 to 90 framesper secondwith a
CPUloadof 5to 15%0na2.4 GHz Intel Pentium.We alsodid rst
experimentswith an early versionof the NVIDIA NV30. Results
arepreliminary but a point rate of 80 million pointsafter culling
seemgossible.

Theaccompaying videoalsoshaovs modelswith dynamiclight-
ing. We usea persplatnormalto calculatediffuselocal illumina-
tion in thevertex shaderEvenwith this simplelighting we achieve
up to 60 million splatsrenderedper secondafter culling by the
GPU, wherethe percentagef culled points by the GPU ranges
from about10 to 40 percent. This meansthat on the abose men-
tionedhardwarecon guration, the vertex shadeiis executedabout
85 million times per second. The QSplatimplementationfrom
[Rusinkievicz and Levoy 2000] rendersabout6.6 million points
onthesamehardware.NotethatQSplatalsocausesigh CPUload
dueto mary OpenGLAPI calls.

5 Proposed Extension

As notedby others[Zwicker et al. 2001] the blendingof fuzzy re-
quiresa z-Buffer testwith tolerance.This canbe circumwentedby
atwo-passenderingapproachBut eventhenblendingis dif cult,
becauset requiresa nal renormalizationpr a splatoverlaplarge
enoughso that all alpha-aluessumup to one at least. Both of
theseproblemscould be avoided by an interleaved blendingand
depthtest. Our proposediepth/blendingnodecombinesa source
fragmentwith color, alpha,anddepth(Cs,As,zs)with destination
values(Cd,Ad,zd)asfollows:

if (zs < zd - zfuzzy)
Cd = Cs; Ad = As; zd = zs;
else if (zs < zd + zfuzzy)

Cd = (Ad*Cd + As*Cs)/(Ad+As); Ad += As;

zfuzzy de nesthefuzzinesof thetest.If thesourcefragment
is within the fuzzy depthrangeof the destinationfragment,their
weightedsumis computedand immediatelyrenormalized. This
would solve the fuzzy depthtestandblendingproblems.In com-
binationwith pre-computectllipsoidalgausstextures,renderedas
pointspriteswe couldobtainhigh quality pointsplattingin asingle
renderpasswith onevertex perpointsample.

6 Conclusion

In this papemwe introducedsequentiapointtrees a sequentiaver-
sionof hierarchicalpointtrees.With sequentiapointtrees,we can
rendera point-basedevel of detail of arbitraryobjects,wherethe
level of detailselectioris donealmostcompletelyontheGPUusing
avery simplevertex program.We achieve an effective throughput
of 50 million pointspersecondon a contemporanGPU,with low
CPU load. Hybrid point/polygonrenderingfor optimized perfor
mancewithout poppingartifactswaseasilyintegrated.
Ourattemptdo renderfuzzy splatsfailedor resultedn unneces-
sarydropsin theframe-rate We achiezed high ef ciency only with
opaquesquareswhich are acceptabldor small point splatsonly.
Sequentiapoint treescould be signi cantly improved by a better
supportof the point primitivesby the driversandthe GPUs.
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